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One of the fundamental problems in security is getting users to comply.
The traditional tendency is to blame the users and try to fix them by
constraining their behaviour and educating them. Productive Security,
being researched at UCL, aims to change this by providing a scientific
basis for making decisions about policies and system design that relate
to users. Ideally, argue the project’s principal researchers, Angela Sasse,
Adam Beautement, Simon Parkin, David Pym, and Tristan Caulfield,
security should be invisible, something that just works without
impinging on the job the user is trying to do. This mode of thinking upends the way security has been managed until now. Productive Security
is one of four collaborative projects that collectively form the Research
Institute in the Science of Cyber Security, funded by ESPRC, GCHQ, and
BIS.
“Traditionally security is thought of as something you have to do
because when you designed the system you didn’t think about how it
might be attacked,” says Angela Sasse, director of the Research
Institute and principal investigator for the Productive Security project.
“So then, grudgingly, you need to spend some money to prevent it from
being exploited and stopping the attack from succeeding. And next,
traditionally what happens is that security people think about
protecting the system and they put in countermeasures to stop its
vulnerabilities from being exploited.” The result: a battle in which the
security people view not only prospective attackers but also the
system’s users as the enemy. “I don’t want to paint a picture that all
security people think this way, but it’s certainly how traditionally it’s
been thought about.”
These are the origins of policies such as those requiring that passwords
be changed every 30 days and setting standards for length, special
characters, upper and lower case, the use of numbers, and so on.
Changing this mode of thought is not as simple as replacing the
traditional password with a new bit of authentication technology,
anything from today’s increasingly used biometrics (fingerprints, face
recognition) or tokens to newer ideas like singing a voiceprint.
“A productive security approach will tell you there’s no single
replacement for passwords, which are this monolithic thing that’s used
everywhere whether it’s a good fit or not,” says Sasse, arguing that
each technology has situations it’s best fitted for. “Whether you use a
credential frequently or infrequently has massive implications for what
you would pick as a form.” The key, therefore, is ensuring that the
environment, users, and work practices have been thoroughly
understood.
In some situations, adds Beautement, where complex, frequently
changed passwords mean people are locked out more often, the
resulting productivity costs may make weaker passwords the better

choice for that particular business in that particular situation. “These
are the kinds of trade-offs we are trying to bring to light,” he says,
noting that inappropriately targeted security measures may push users
to create workarounds that overall weaken security.
Productive Security builds upon previous work by Sasse, Beautement,
and others as part of the earlier Trust Economics project led by David
Pym. That work developed the concept of the “compliance budget”,
which views user time and patience as finite resources that an
organisation has to manage like any other resource.

Work in progress
Based on previous work with commercial organisations,
Productive Security researchers have developed a five-stage
process for identifying compliance and remedying noncompliance and productivity problems. That process has now
been deployed in two major international companies based
in the UK and one UK public sector organisation.
The first stage involves conducting many semi-structured
interviews of about an hour each with a vertical cross-section
of employees – 126 in the first company, 86 in the second.
These help the team identify common themes: hot spots,
bottlenecks, specific technologies that are causing trouble,
particularly onerous procedures, and even situations where
people want to follow security policies but must choose
between complying with security procedures and completing
their work.
In the second stage, the researchers adapt the themes thus
identified into several different types of scenarios which they
use to survey employees on a much larger scale. With
behaviour-based scenarios, employees are asked to select
among a range of non-compliant options to resolve a
problem such as sharing files when there is a long
turnaround on getting the shared permissions set correctly
on the folder they’re stored in. Given a set of options, each
employee is asked to rank them in order and rate how severe
a security breach each one is. Attitude-based scenarios
presume the employee has seen some incident of noncompliance and offer a set of attitudes; employees are asked
to order them according to how strongly they agree with the
attitudes presented and rate the incident according to how
acceptable or unacceptable it is.
So that security managers can use them in making new policy
decisions, the findings from these stages are reported back
to the businesses involved without identifying individual
employees. With UCL’s assistance, the first participating
company is now seeking to capitalise on these early results.
The third to fifth stages, still in development, will identify
desirable behaviour and design interventions to change both
employees and the organisation. The effectiveness of these
interventions will also be measured and then the process will
be iterated.

Inappropriately targeted security measures may push
users to create workarounds

“We want to reach an ideal state where we’re minimising all
the impact of security processes” says Beautement.

“Productive Security is an extension of that
line of thinking,” says Beautement. “It studies
the interplay between security policy and the
tasks people are asked to do and how they
achieve their productive work. These elements
are a lot more involved and connected than a
lot of security managers think. By better
integrating security and productive tasks it
ought to be possible to at worst leave security
the same and see productivity increase – and
at best see both increase as a result of
understanding how security impacts on
individuals and the workforce.”
Parkin calls the work “closing the loop
between theory and practice.”
While solid scientific research underpins
specific security technologies such as
cryptography and biometrics, to date there’s
nothing comparable on which to ground the
deployment of complex security systems
involving many technologies and techniques to
large numbers of users.
“Until now”, Beautement says, “for a manager
trying to decide between two policies, there is
no systematic or scientific way to do it.
Productive security puts together a process
that allows organisations to identify current
areas where there’s a conflict between the
security process and the work process identify negative work behaviours, unpick
what’s driving them, and devise interventions
that target the motivators underlying the
behaviours.”
The Trust Economics project laid the
foundations for using systems modelling and
economics to understand the effects of
security policies. Says Tristan Caulfield,
“Building on Trust Economics, we have
produced a mathematically rigorous
methodology that allows managers to explore
the interplay of policy changes with human
behaviour and technology.” This wholesystems approach combines economics,
mathematics, and systems security knowledge
to predict the value of changes in security
policies.”

Says Sasse, “In our view, in software
engineering non-functional requirements
should be specified as precisely as functional
requirements so that the system works for all
stakeholders.” Because functional
requirements address the purpose of building
the system in the first place - to improve
customer relationship management, for
example, or provide back office support for
sales teams - they tend to be the focus of
development work. Non-functional
requirements, such as user interface design,
performance, usability, and security, tend to
be left to system designers’ best judgment,
often tacked on at the end. The result, at least
in security, is that often they choose from a
fairly limited catalogue of familiar practices
rather than looking for the measures that best
fit the situation and the enterprise.
Sasse’s earliest work in this area, in 1999,
studied problems with passwords at BT, which
were consuming ever-greater amounts of the
company’s resources. Subsequent experience
has tended to reinforce the lesson from the
resulting foundational paper, “Users Are Not
the Enemy”: poorly designed security
measures force staff to choose between
complying and getting their jobs done. Since
security is rarely an organisation’s primary
purpose, most would rather their workers
remain productive.
Yet over and over we see poorly fitting security
regimes. Unknown to the security people,
financial traders go out to work in Internet
cafes because filtering on the company
network blocks the sites they need to access to
conduct research. Or researchers forward
company email, including commercially
sensitive intellectual property, to their private
Gmail or Hotmail accounts because the
complications of decrypting, authenticating to
the company VPN, and then being kicked off
every few minutes if they haven’t touched the
keyboard make working on a company laptop
too painful. The result is vulnerabilities the
company doesn’t know exist. Shut down those
workarounds, and productivity falls. Either
way, users are
frustrated and,
as the
compliance
budget paper
established,
that frustration
can increase
stress levels to
the breaking
point.

Project goal: a new tool for CISOs

Besides the losses in time and good will, says
Sasse, “How many business opportunities are
you missing because security stops you?”
Instead, says Beautement, “Our vision is that
employees think about security as something
that is important to safeguard the long-term
survival of the organisation, that everybody in
the organisation realises they have a
contribution to make and understands how
their specific behaviour in their job relates to
high-level goals. We would see constant
engagement between business and security
people in a constant process of adaptation and
improvement.”
Sasse adds, “These projects excite me because
it’s a completely different way of thinking
about security.”
Productive Security is one of four main themes
of the Research Institute in Science of Cyber
Security, funded by EPSRC, GCHQ, and BIS, a
collaboration between government and a
group of universities to consolidate existing
research and build upon it in new directions
in order to create a science of information
security. Based at University College London,
Productive Security is led by Angela Sasse,
the Research Institute’s director, in
partnership with David J. Pym. Researchers
include Adam Beautement and Simon Parkin,
who both contributed to the Trust Economics
project, and Tristan Caulfield. The other three
themes are Cyber Security Cartographies, led
by Lizzie Coles-Kemp at Royal Holloway; Games
and Abstraction, led by Chris Hankin at Imperial
College London; and Choice Architecture for
Information Security, led by Aad van Moorsel
at Newcastle University. The overall goal of the
Research Institute is to create good science
and also to have an impact on the world of
security management.
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